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Abstract

I run a field experiment comparing the effect of two interventions, (1) an email nudge
telling students similar problems to their homework will be on the exam and (2) grading the
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nudging by 3 percentage points and grading by 72 percentage points. Instrumenting for the
effect of attempting the homework using grading, I find that attempting problems from the
homework leads to an increase in the probability of getting similar problems on the exam
correct by 3.4 percentage points. Higher than median GPA students are more responsive to both
interventions to increase homework attempts, despite spending more time on all other online
activities. Evidence suggests, however, that higher and lower than median GPA students are
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Introduction

Over the past 20 years bachelor’s degree attainment has been stagnant even as returns to higher

education have increased (Bowen et al., 2009). One possible explanation is that growth in cost of

higher education, brought on in part by state funding declines (Ma et al., 2018), may be crimping

demand (Deming et al., 2015). A competing theory is that students may seek to capitalize on

these higher returns, with nearly 70% of young adults having attended some college, but lack the

motivation and non-cognitive skills to complete the work required for higher degrees with a little

more than a third completing a bachelor’s degree (Oreopoulos and Petronijevic, 2019). Students

attending college without graduating has contributed to an increasing share of student loans as a

percentage of GDP from 2006 to 2018 (Federal Reserve Bank of St. Louis, 2018).

The purpose of this field experiment is to compare two interventions to motivate students to

complete homework problem sets and to test whether this increased motivation has an effect on

exam performance. The first intervention is an email nudge telling students similar problems to their

homework are likely to appear on the exam. I do this by nudging six out of 12 homework problem

sets from selected chapters. The second intervention is to count homework towards students’ grades.

I do this by randomizing students into two groups, assigning each group a set of six out of 12

homework problem sets as graded that the comparison group receives as recommended. To test

the effect of increased motivation on exam performance, 12 similar problems to the homework

appear on students’ midterms and finals. The experimental setting takes place in the context of

reduced-lecture intro to microeconomics classes.

An expansive literature tests how student effort can be motivated by nudging (Damgaard and

Nielsen, 2018) and yet few find effects on medium and long run outcomes. With a sample size of

approximately 25,000 students, Oreopoulos and Petronijevic (2019) test whether promising nudge

interventions from the literature have an impact on student outcomes. While they find that the most

costly intervention increases motivation marginally, the changes in behavior are not large enough

to detect any effect on GPA or retention. While nudge interventions may come at little cost, the

literature lacks the power to detect reduced form effects on outcomes, making cost-benefit analysis
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intractable.

An alternative way to motivate students with possibly greater effect is to change their underlying

incentives for work. Indeed a small literature on grading students shows that it improves their

course grades (Romer, 1993; Grodner and Rupp, 2013; Grove and Wasserman, 2006). With all the

attention paid to nudging, it is surprising that incentive-based interventions have not been more

thoroughly explored. While changing incentives more directly comes at the cost of altering students’

choice architecture (Thaler, 2018), this cost should be weighed against the much larger increase in

effort. Placing both types of interventions in the same experiment, I can benchmark the relative

importance of nudges in comparison to incentives.

Increasing the share of students taking all online courses by 10 percent reduces the monetary cost

of education by approximately 1.4 percent (Deming et al., 2015). Evidence for preserving human

capital formation with reduced class time is mixed. Using a randomized experiment Bowen et al.

(2014) finds that taking an online statistics course with the same material instead of a traditional

format yields the same results in terms of test scores. By contrast, two other experiments (Joyce

et al., 2015; Alpert et al., 2016) and an instrumental variable approach (Bettinger et al., 2017)

find reducing class time and increasing shares of online classes do have negative effects on school

performance. Joyce et al. (2015) find that hours spent using online materials does not significantly

increase with half the lecture time, suggesting that sufficient compensation for reduced lecture

time may be lacking. Using reduced lecture classes as the backdrop for this experiment seems

appropriate given the benefit of savings if we can preserve human capital formation by increasing

motivation.

I find that telling a student that a similar problem to their problem set is likely to be on the exam

increases the likelihood that they attempt a problem set by 3.0 percentage points. By comparison,

grading a problem set increases the likelihood of trying a problem by 71.8 percentage points. Further

attempting problem sets, instrumented by grading, increases the probability of getting the correct

answer on similar problems on the exam by 3.4 percentage points. Students with greater than

median GPA have a larger response on attempting a problem set to both nudging and grading. The
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effect of attempting a practice problem on performance on the exam, however, does not vary by

GPA.

This paper advances the literature in two ways. First, I can follow students through the education

production function; from what influences their allocation of time on specific homework problem

sets, to how spending time on these problem sets influence their outcomes. This allows me to make

important observations about whether low GPA students are held back by less time input or by less

productive time input. Second, I show how in order to measure the effects of behavioral changes

from nudges on outcomes, it helps to have a second intervention that shifts the same behavior more

substantially. Including incentive-based interventions in nudge experiments may allow researchers

to more cost effectively recover effects on outcomes from behavioral shifts.

1 Experiments in higher education to increase effort

Although shifting incentives can have substantial effect on behavior, these shifts may come at

greater cost than is a benefit to agents excluding the incentive. Nudges are low cost transfers of

knowledge about the cost or benefit of a behavior. Policymakers can choose nudges over incentives

when they want to influence behavior without exerting external costs on agents in order to better

preserve individual cost-benefit considerations (Thaler, 2018).

To improve long-term student outcomes with only small inputs, Dobronyi et al. (2019) conduct

a large multi-campus field experiment to look at how goal-setting and mindset trainings, both with

and without reminders, influence study effort. The initial intervention took only 2 to 2.5 hours to

complete. They failed to reject the null that the trainings, regardless of reminders, have an effect on

outcomes such as grades or retention.

Oreopoulos and Petronijevic (2019) look at the effect of text-based and in-person coaching

on effort. They find while in-person coaching increases study time by approximately 0.1 to 0.2

standard deviations (S.D.), it results in no detectable effects on student grade or retention. Since

effort is self-reported, it is hard to prove there are no differential social desirability effects.
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In a more proximate outcome to the treatment, Smith et al. (2018) attempt to increase student

effort on activities. They randomly assign students on each homework and email the treatment

group to inform them about how much each problem set is worth and what score they need on the

next problem set to increase their grade. They find that this nudge increases scores on problem sets

by approximately 10 percent, or less than 0.1 S.D. Unfortunately, the effect size is too small to

identify any subsequent outcome.

Wozny et al. (2018) test whether randomly assigning a lesson to be taught as “flipped” rather

than as a traditional lecture format increases performance on assessments related to that lecture.

Identification comes from randomly assigning lecture types to classrooms with randomly selected

students. They find that “flipping” a classroom increases retention of the relevant material by 0.16

S.D. but that the effect persists in the long term only for students with above-median GPAs.

Patterson (2018) finds that they can improve online learning through behavioral tools that

commit students to limiting their distraction time. They also employ tools that, once students are

logged in their course website, stop students from spending time on non-educational websites and

alert students when they are spending time on distracting websites. Only the commitment device

has an effect, but the effect is substantial. Students that commit to only a specific amount of time

distracted spend 24 percent more time working on their coursework, improve course grades by 0.29

S.D., and are 40 percent more likely to complete the course.

Damgaard and Nielsen (2018) reviews the literature on social comparisons on effort. The effects

on learning outcomes range from negative to positive. It is therefore difficult to sort out whether

these differences are related to experimental design differences or simply random differences

between experiments.

Grading problem sets, although studied less frequently, induces larger shifts in student outcomes

than those reported in the nudging literature. Romer (1993) shows that students that complete all

problem sets, controlling for prior characteristics and attendance, increase their performance by

about half a letter grade. Grove and Wasserman (2006) use a natural experiment, in which a fluke

lead to half of students being graded and the other half not being graded. Despite all other materials
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being the same in the course, he found that on average grading problem sets increased scores on the

exam by 2.3 percentage points, with the effect being concentrated among average students. Finally,

Grodner and Rupp (2013) find that randomizing students between all their homework being graded

or not increases submission rates substantially and scores on the exam by 5 to 6 percentage points.

The effects are larger for students that do poorly on the first exam. These papers did not measure

intensity of effort on homework. Therefore, it is difficult to say whether differences in the effect of

homework between high achieving and low achieving students come from more time input, or more

productive time input.

2 A model of student effort on problem sets

2.1 Objective Function

I start from the assumption that students are solely interested in obtaining a grade1 (S) which yields

a benefit at the rate of w, which captures all monetary and non-monetary compensation for the

higher grade. I will also assume that there are three things that determine S: ability (A), classroom

capital (K), and allocated time to homework in the class (E). I will also assume that students choose

E, which is costly and possibly related to A, to maximize the following objective function

wS(E,K,A)− c(E,A). (1)

I will assume A and K are held fixed upon selection of a classroom and abstract away from them. S

is defined as an identity by two components, performance on exams (X) which are a function of E,

and performance on homework (Q)2 is a function of E for a give student so that

1I choose to use grades instead of human capital (H) as was used in a similar model in Dee and Jacob (2012) The
value of grading could be the human capital formation it represents or the signal it sends to the market. I remain agnostic
as to which is more important as it does not affect any of the predictions from my model.

2I use homework here for simplification purposes, but any learning activities which contribute to retention of
knowledge students use on the exam could apply here as well, including attendance, participation, and readings.
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S = (1− Λ)X(E) + ΛQ(E). (2)

Where Λ equals the share of a student’s grade that belongs to all homework and is a number between

0 and 1. I can break Q up into independent problem sets so that

Q =
n∑
t

λtqt(et). (3)

In this case, t indexes the problem set, and n is the number of problem sets. λt equals the share that

each problem set is worth towards Q. The grade on each problem set is of course determined by et.

X is itself a function of et on each of these problem sets with a weight of ρt on the exam so that

X =
n∑
t

ρtxt(et). (4)

ρt represents the fraction of questions on an exam related to problem set qt and multiplies a function

of et. Students lack information about whether the size of ρt is zero or some positive number. They

therefore sometimes ask the question “Professor, will this be on the exam?”.

I will also assume that the cost functions for each problem set is separable so that

C =
n∑
t

ct(et). (5)

Now plug the equations for C, Q and X back into the objective function. I get

w[(1− Λ)
n∑
t

ρtxt(et) + Λ
n∑
t

λtqt(et)]−
n∑
t

ct(et). (6)

2.2 Optimization and predictions

Note that xt, qt and ct are all strictly increasing functions with respect to et. Now I differentiate

with respect to the choice variable et for t=j and set equal to 0. Note that because all functions with

et are linearly separable, all terms where t 6= j drop out of the model and I am left with
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w[(1− Λ)ρj
∂xj
∂ej

+ Λλj
∂qj
∂ej

] =
∂cj
∂ej

. (7)

Since all function are increasing in ej , assuming xj and qj are concave functions in ej and that

cj is a convex function in ej3, this equation has at least one positive solution in ej and this solution

is increasing in ρj and λj . These are the parameters I manipulate for this experiment. For example,

by telling students a problem is likely to be on the exam, I increase ρj . Further, when a problem is

graded it increases λj from zero to 1/25th, 2/25ths or 3/25ths.4

2.3 Ordering expectations

I will order my expected responses in effort with respect to grading and nudging interventions. In

this experiment, each question on an exam is worth approximately 1.125 percentage points towards

a student’s final grade, which I will round down to 1 percentage point for simplification purposes.

Let’s suppose that ρj moves from zero to one when students are told problems like it are likely to

appear on the exam. I made the homework problem sets worth a minimum of 1 percentage point

on their final grade, so (1 − Λ)ρj and Λλj are equal when a homework problem set is worth 1

percentage point.

Therefore the relative payoff to students in the nudging and grading interventions are approx-

imately w[
∂xj

∂ej
] and w[

∂qj
∂ej

] when homework problems are worth 1 percentage point towards the

final grade. The relative behavioral changes are therefore approximately related to the relative

sizes of ∂xj

∂ej
and ∂qj

∂ej
. A priori, there is good reason to believe that ∂qj

∂ej
>

∂xj

∂ej
since students are

allowed unrestricted time, access to their textbooks, the internet, and whatever else they need while

completing problem sets. By contrast, students must work on their exams using only the knowledge

they have brought with them from prior work in a limited time frame.

3These are standard assumptions in a cost benefit framework.
4Of course, student expectations about ρt might also be a function of λt since students may take it as additional

information of how important professors perceive an problem set to be for X. My primary concern in this paper is not
with how ρt increases with λt but rather with how much additional E will be exerted from the answer to the question
“Professor, will this be on the exam?”, and varying λt serves as a good comparison for the relative effect size of giving
information on ρt. Also it is a powerful tool in observing the effects of ej on answering components of X correctly.
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Students beliefs about ∂qj
∂ej

and ∂xj

∂ej
may also influence how students respond to increases in λj

and ρj . For example, for students that have experienced some success with how their time input

influences their grade in the past, may be more responsive to information about whether a problem

will be on the test and whether a problem set is graded or not. In addition, students may have much

different function of ∂cj
∂ej

, which may influence how they respond to interventions to increase time

input.

3 Experimental setup

3.1 Setting

The study took place at a college within eight large sections of principles of microeconomics during

the Spring semester of 2018. These sections were reduced time formats, where lecture was held

once a week for 75 minutes, instead of the typical twice a week 75 minute lectures. In a typical

semester, students receive access to an online proprietary software system that includes a digital

copy of a popular textbook, problem sets, flashcards, informational videos, and other activities

added by the professor. In each chapter, pre-lecture quizzes accompany the readings that students

are supposed to have completed before the lecture. Chapters also include post-lecture quizzes,

graded problem sets, which are more challenging and time consuming than the pre-lecture quiz and

a recommended problem set, an ungraded problem set.

Before the semester began, I randomly assigned students into two groups, henceforth group A

and group B. Group A and group B students in each class received an email with a syllabus that

contained instructions on how to enroll in an online learning platform; the enrollment code differed

depending on their group. The platforms between groups in each class were identical, except

for experimental chapters in which the treatment took place. Other than the treatment described

hereafter, students within classes received the same access to resources and materials.5

5The participation in this experiment was 100 percent of all students enrolled in reduced time classes. The reason is
that I asked for and received a waiver of consent from the institutional review board. A discussion of this can be found
in Appendix A.
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In the six experimental chapters there were a total of 12 problem sets, six graded and six

recommended. Recommending a problem means that it is worth zero percent towards their final

grade. The problems were guided in the sense that student attempts were immediately graded with

extensive feedback for incorrect answers. Students were allowed three attempts but the problem

varied slightly in each attempt. The student’s score on the problem set was the average of all

their attempts and was reported to the student regardless of whether the problem was graded or

recommended. Students only received credit based on this score if the problem set was graded.

Each of the 12 problem sets is assigned to either being nudged or not nudged. Students that

received the problem set as graded were sent the following email nudge for as an example chapter

5: "We strongly recommend that you give the Chapter 5 Post-Lecture Quiz your full attention. A

question or questions like these are likely to appear on the exam. Please note this problem set

accounts for 1% toward your final grade." Students that were nudged for recommended problems

were told: "We strongly recommend that you become comfortable with Chapter 5 Recommend

Practice Problems. Although they do not count towards your grade, questions like these are likely

to appear on the exam."

3.2 Identification of nudging and grading on attempting a problem

My goal is to test whether informational nudges regarding the relevance of concepts to exams affects

whether students attempt a problem. I contrast the effect of information nudges to the effect of

grading a problem, an intervention more commonly used to induce student effort. Grading and

nudging can be thought of as two distinct interventions. To illustrate, consider the two by two

in Table 1. I show the assigned treatments across two representative problem sets, 1 and 7, for

group A and group B. Just like the canonical difference in difference table, there are four cells

with the groups atop the columns and the problem sets, similar to the time dimension, down the

rows. Cell a represents the probability that students attempt a problem if the problems are graded

and students are nudged. Cell b show the same probability when problems are recommended and

students are nudged. This difference, (a− b), is the effect of grading a problem on the likelihood

10



students attempt it. The difference, (c− d), also contrasts the probability of attempting a problem

between those that are graded versus recommended but absent any nudge as to their relevance on the

exam. Each of these first difference provides an unbiased estimate because students are randomized

between groups A and B.

Taking the difference between rows within columns, a− c and b− d, we can compute the effect

of telling a student a problem is likely to be on the exam for both graded problems and recommended

problems, respectively. These effects are identified across problem sets. For these differences we

must assume nothing about the differences between the problem sets other than the nudge affects

whether students attempt a problem. Is this a good assumption? Students know nothing about the

relative difficulty of a problem set that is nudged and a problem set that is not nudged before opening

it at which point an attempt is recorded. Therefore, they should treat problem sets equivalently in

whether they attempt it.

3.3 Varying the grading intervention

Furthermore, I examine whether there is a dose response to grading. The grading treatment on the

homework was varied as a percentage towards students’ final grade. For example, chapter 1 problem

set 1 was worth 1 percent toward a student’s final grade for Group A and zero percent for Group

B. Chapter 2 problem set 3 was worth 2 percent towards a student’s final grade for Group A and

zero percent for Group B, and chapter 3 problem set 5 was worth 3 percent towards students’ final

grades. Group B received a problem set worth 1, 2 and 3 percentage points towards their final grade

for chapter 1 problem set 2, chapter 2 problem set 4, and chapter 3, problem set 6, respectively. This

pattern repeats for chapters 4-6. For a full accounting of these treatments, see table A2 in appendix

B.6

6Should I worry that identification for nudging works across chapters which are worth different percentages towards
students’ final grade? Across the six experimental chapters there are two pairs of problem sets that are worth 1%
towards students final grade for each group, two pairs that are worth 2%, and two pairs that are worth 3%. The only
difference between these identical pairs of graded problem sets is the chapter in which they appear and whether they
were nudged. Therefore, I can control for the percent towards a students final grade a problem is worth, and still include
nudges and the interaction with grading in my empirical specifications.
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3.4 The effect on the exam

I also want to test the effectiveness of problem sets with instant grading and feedback on their

probability of retaining concepts they learned in the process of attempting the problem. On each

professor’s midterm, I insert six multiple-choice problems from the 3 experimental chapters from

the first half of the course, which were directly related to the concepts from the six graded and

recommended problem sets. The final was a common final across classes and included another set

of six multiple-choice problems from the three experimental chapters from the second half of the

semester. The questions on the exam varied in the closeness with which they mirrored the online

problems so that I could test for heterogeneity of effects from rote to deeper understanding.7

Since grading problem sets was randomized between groups, I rely on this exogenous treatment

to estimate the effect of attempting a problem on the probability of getting the correct answer on

the exam. A priori, I expect the effect of grading to be large and strongly significant on whether

a student attempts a problem set. Each problem set is itself its own grading experiment, so I can

get the reduced form and IV estimates for attempting a practice problem heterogeneously across

problem sets.

Why not simply look at the difference on the exam for similar problems to graded and recom-

mended problem sets without randomization? Ex ante, I did not have a way to estimate how difficult

students would find my designed exam problems and it depends on K in that semester as well as A

for the students, both of which I cannot predict. Randomized grading, under the assumption the

behavioral effects would be large, was therefore the best way to learn about the effect of problem

set attempts on correctly answering similar problems on exams.8

7While I cannot share the practice questions, which belong to proprietary software sold by a major textbook
distributor, I can share questions included on exams in Appendix C. Also you can see table A3 for what changed
between the practice questions and the test questions.

8This trial was pre-registered on January 12, 2018 and the RCT ID was AEARCTR-0002669.
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3.5 Sample assignment and attrition

Figure 1 shows how the sample was split and progressed over the semester. Note that seven students

from assigned group A and seven students from assigned group B signed up for the opposite group’s

online modules. This could only have occurred because they requested a syllabus from a student in

the opposite assigned group. I treat them as assigned to the group for which they enrolled rather

than the syllabus they received. Since they make up only 1.6% of the sample, inclusion or exclusion

of this group does not change the results in any relevant way. Also, treating them as assigned to their

syllabus group does not change the results. Further shown is that of the 833 that were included in

the original sample, 738 made it to take the final. Also, note, that the attrition rate is nearly identical

between groups, 12.2% for group A and 12.7% for group B.

4 Empirical specification

4.1 Time spent specifications

One way to think about this experiment is simply as a number of pooled experiments across problem

sets. In order to pool experiments to get the average effect across experiments I specify a model

such that

ait = α0 + α1Git + α2Nt + α3Git ×Nt + ωt + νi + ηit. (8)

ait represents the probability that a student i attempts a problem set t. Git equals one if a problem is

graded, zero otherwise. Nt equals one if a problem is nudged, zero otherwise. Since nudges occur

both for graded problems and recommended problems, I include an interaction Nt ×Git. α2 + α3

tells you how nudging a graded problem set increases the probability of an attempt. Students receive

one nudged problem per chapter. I include chapter fixed effects, ωt and student fixed effects, νi,

to absorb residual variation. Both sets of fixed effects are uncorrelated with the three variables of

interest, since grading is randomized and each student receives a nudge for at least one of their
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problem sets within each chapter.

In addition, I can estimate models that look at time spent on a problem and score conditional

on an attempt. Since time spent and score can vary depending on the difficulty of a problem set,

however, I am not able to say that the estimate of nudging a problem on time spent and score is

unbiased. These models may provide useful descriptive information and unbiased estimates of

grading a problem, and so I will estimate them.

In addition, I will estimate models where I drop nudging and the interaction term and estimate

the effect of grading but using problem set fixed effects instead of chapter fixed effects. Nudging

cannot be included in these models because problem sets are either nudged or not nudged. Finally,

I will look at dose response models by replacing Git with three dummy variables that indicate

whether the problem is worth 1%, 2% or 3% towards a students final grade.

4.2 The effects of grading and attempting problems on exams

I specify a reduced form model as

cit = β0 + β1Git + ψt + υi + εit. (9)

cit is the probability of getting similar problems to problem set t correct on the exam. Problem

set and person fixed effects absorb residual variation but are unnecessary for generating unbiased

estimates for grading. To measure the effect of attempting a problem on getting that problem correct

on an exam, I need only a single valid instrument. If the effects of grading in the first-stage are

sufficiently large, which a priori is expected, I can use this to estimate the effect of ait on getting

similar problems from these problem sets correct on the exam. I can also estimate heterogeneous

effects of attempts across problem sets. This allows me to say something qualitatively about how

my intervention varies across concepts and the degree to which I alter problems from the homework

on exams.9

9I cannot estimate the effect of nudges on getting similar problems to those nudged correct on the exam. The
reason is that I did not balance problem set difficulty across problem sets that were nudged and those that were not
nudged. Given that nudging occurs between problems, the effect of nudging on getting similar problems on the exam
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4.3 Estimation

All first-stage and reduced form models are estimated using ordinary least squares (OLS). The

second-stage equations are estimated using two-stage least squares. All results are clustered at the

student level since there are multiple problem sets and exam question observations for each student.

Since randomization takes place within classroom at the student level, classroom clustering is not

necessary (Abadie et al., 2017).

5 Results

5.1 Balance

Student characteristics by group are shown in Table 2. The randomization process yields character-

istics across groups very close to one another. Group B had GPAs that were marginally significantly

different from group A, but this difference is only about 1/7 of a S.D. in GPA in my sample. In

addition, because of the crossover design, I use student fixed effects to minimize the effect of any

random differences in characteristics on the results. A joint chi-square test of the assignment to

group A or group B on characteristics shows balance at p=0.176 at the beginning of the semester

and p=0.148 at the end of the semester.

5.2 Effect of Nudges and Grades on Attempts

The first-stage results in Table 3, column 1, shows the effect of my two treatments using student

and chapter fixed effects. Grading a problem set increases the probability that it will be attempted

for problems that are not nudged by 71.8 percentage points with a standard error of 1.3 percentage

points. By comparison, telling someone a problem like the recommended problem set is likely

correct is therefore potentially biased. With a larger sample of problem sets, I could have randomly assigned nudging to
problem sets, and problem set difficulty could be balanced across problem sets. Alternatively, if I had an additional
randomization dimension I could also estimate the effect. I chose not to randomize groups that were nudged and those
that were not nudged because I wanted power to detect reduced form effects in the second-stage and splitting the sample
would lower my ability to do so.
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to be on the exam increases the probability that a person attempts it by 3.0 percentage points

with a standard error of 0.8 percentage points. Telling them the same about their graded problem

set increases the probability of an attempt by 1.8 percentage points with a standard error of 0.7

percentage points.10 These results are not different if I remove chapter and student fixed effects.

Excluding nudges and the interaction but including problem fixed effects barely alters the effect of

grading on attempts.

Moving to models where I test how varying the percentage towards a student’s final grades

effects whether they attempt, in columns 3 and 4, there is no clear dose response. Problems that

were worth two to three percent towards students’ final grade made the treated about three to four

percentage points more likely to attempt a problem then when it was worth one percent. There

was no significant difference between two and three percent toward students’ final grade. This is

consistent with the common refrain that students "need every point they can get". In terms of the

model it suggests that the effects of varying λi have diminishing marginal returns on student time

input. In order to find a more effective margin for grading, I would have had to vary the worth of a

problem set to be somewhere between zero and one.

Grading a problem also meant that given an attempt, they spent about 31.4 additional minutes

on all attempts than they otherwise would have. For their additional effort, the score they received

increased by 48.8 points out of 100 maximum. By contrast, nudging a problem leads to only

3.5 more minutes spent for recommended problem sets and 2.9 additional minutes for graded

problem sets. The effect on score decreased by 2.9 points when nudged.11 This shows that ungraded

problems, even when students were told they were likely to be on the exam, were not treated nearly

as seriously as when they were graded.

10This is the estimated linear combination of the nudge and the interaction between nudging and grading.
11The effect of nudging on time spent and score should be interpreted with caution since the score depends on

problem difficulty and I did not balance problem difficulty between problems that would be nudged and problems
that would not be nudged at the beginning of the semester. Since these effects are identified between students across
problem sets, differences in problem set difficulty could bias the results. The same does not apply to problem attempts
since students do not know the difficulty of a problem before attempting.
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5.3 Effects on the exam

Reduced form effects are in Table 4. I show the reduced form of grading on getting similar problems

correct on the exam using the same independent variables as in column 2 of Table 3. The effect on

grading these problems was 2.6 percentage points over a mean of 53 percent. The effect is the same

with or without student fixed effects. The effect was 1.3 percentage point on the midterm and 4.0

percentage points on the final. Moving to instrumental variable estimation, attempting a problem

set boosted performance by 3.4 percentage points. This effect was 1.7 percentage points for the

midterm and 5.1 percentage points for the final.12

Coming back to the nudge intervention, it is of some interest to ask what the reduced form effects

of nudging would be if they were measurable, given the small shifts in attempting a problem set

given a nudge. For this calculation, I will assume that an attempt induced from grading is equivalent

to an attempt induced by nudging in terms of how it affects getting a problem correct on the exam.13

Using the first stage effects of nudges, and the IV estimation of the effect of attempts on getting a

problem correct on the exam I can use a simple wald-estimator.14 Multiplying 3.4 percentage points,

the effect of attempts on correct answers on the exam, by the increase in probability of attempting a

problem of 3.0 percentage points when it is nudged and ungraded, I get a reduced form estimate of

the effect of nudging of 0.1 percentage points.

5.4 Problem specific heterogeneity

To explore why there were different effects across exams, I turn to problem specific heterogeneity

in Figure 2. The figure shows the percentage correct on the exam for the problem set for which

12One possible explanation for the differences in the results from the midterm to the final is that students attempted
to play catch-up after the midterm and took the practice problems more seriously. There are, however, no detectable
changes in response to grading, nudging or total effort from before to after the midterm.

13This is probably too generous to the effect of nudges as the time increase for studying is approximately 8.9 times
greater for grading than for nudging conditional on an attempt.

14The wald estimator is β̂ = ȳ1−ȳ0

x̄1−x̄0
where β̂ is the estimated parameter of some endogenous variable such as

attempting, the numerator on the right side is the difference between a treated group and a control group’s outcome
variable, on an outcome such as getting a problem correct on the exam and the denominator the difference between the
means of a treated and control groups endogenous variable such as attempting a problem set (Cameron and Trivedi,
2005).
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students did not have a corresponding graded practice problem on the x-axis and the effect of

attempting the corresponding practice problem on the y-axis. There are no clear patterns regarding

difficulty of the problem and effects on the exam. While there may be some negative relationship

between the percent correct for ungraded students and the effect of attempting a practice problem,

there are outliers at the more difficult end of the distribution. I will focus on only the two problems

for which the effect of attempting that problem varied significantly from the average effect across

all questions excluding that one. This includes problem 1, for which the effect was much smaller

than the leave one out mean, and problem 12 for which the effect was much bigger.

Problem 1 was a question on supply shifts and total expenditure. In the practice problem students

were asked to identify a negative supply shift by description and state how that shift effected total

revenue in the market. The practice problem they were given used an elastic demand curve while

the problem on the exam used an inelastic demand curve. Students overall found the problem on

the exam to be difficult, with only 35.7 percent of the ungraded group answering it correctly. Most

students correctly answered that the supply curves shift to the left, but the plurality incorrectly

assumed that revenue declined. Having experience with an elastic demand curve made students

feel even more strongly about this incorrect assumption with regards to inelastic demand curves.

Students that attempted the practice problem because it was graded were 6.4 percentage points less

likely to get it right than those that did not attempt because it was not graded.

Problem 12 was a game theory question about the breakdown of a cartel agreement. The

setup of the problem was identical while the question asked was slightly different. Students found

this exceedingly difficult: ungraded students got the problem wrong at a rate higher than would

be predicted by random guessing. The problem is procedural and so requires a very specific

progression of logic. Students need to ask what happens when a two-party cartel drop their equal

output agreement and one party decides to expand output. The math involved is simple arithmetic,

but the logic requires multiple steps and time. Without having attempted the practice problem, it is

not surprising few were able to obtain the correct answer.
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5.5 Student specific heterogeneity

In Table 5, there were some differences in response to grading or nudging a problem by baseline

characteristics on attempts. First, there appeared to be some heterogeneity by race, with Asian and

White students being a bit more responsive to grading than other race students. White students

also gained more from attempting these practice problems than Asian or other students, though

not significantly so. Second, although men and women were about equally responsive to grading,

women took the nudge more seriously. They were also more positively affected by attempting a

problem than were men.

The biggest differential response was between those with greater than or less than the median

GPA. Those with greater than average GPA were more responsive to both grading and nudging a

problem. While both groups had large responses to grading, those with greater than a median GPA

had slightly larger responses than those with less than a median GPA. The response to nudging,

however, was almost zero for those with less than the median GPA and double the overall effect

for those with greater than the median GPA. This makes some intuitive sense recalling equation

(7). The term for exams includes the expectation that a problem will be on the exam which has a

bigger impact on S, the greater is a students time input impact on learning. For example, if a student

believes that no matter the effort they put in, it will not help them on the exam, the knowledge that a

question will be on the exam will induce no extra effort.15

Surprisingly, the split between GPA did not predict how much students learned from attempting

a problem set. In Table 6, the probability increase for low GPA students, 4.1 percentage points, was

greater than for high GPA students, 2.9 percentage points, but it is not a significant difference. In

addition, students with greater than median GPA spend about the same amount of time on problem

sets as students that have lower than median GPA, 39 and 36 minutes respectively. This suggests that

with equal effort, students with lower than median GPA have about the same return on attempting a

problem as high GPA students.16

15I produce additional heterogeneous effects on alternative measures of effort in appendix D.
16The response to both attempting and correctly answering problems is the same in direction when you split by

below median and above median SAT scores. Taking SAT is not a necessary requirement for getting into this college
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I will, for illustration, estimate the effect of below median GPA students putting in equal amounts

of effort to high GPA students. I will first be conservative and assume that the differences in the

effect of attempts on GPA that were observed are due to random chance. I will assume that below

median GPA students increase the probability they get a problem correct by 3.4 percentage points,

the mean overall. I will also focus on graded problems since both types of students tend to put a lot

more effort in these problem sets than other problem sets.

For problems on the test for which below median GPA and above median GPA students had

graded practice problems, they answered these questions correctly 61.1 percent and 48.9 percent

respectively. In addition, high GPA and low GPA students attempted graded practice problems at a

rate of 92.9 percent and 77.2 percent respectively. If low GPA students practiced problems at the

same rate as high GPA students, they would decrease the gap in score by 0.5 percentage points,

3.4× 15.6. This accounts for approximately 4.0 percent of the gap in the percent correct between

high and low GPA students.

While small, this estimate is conservative for the difference in the gap between high and low

GPA students that can be made up by increased effort. I only account for the difference in effort on

a single, albeit very related problem set. High GPA students may also exert more effort in other

class activities, such as attendance, readings, and pre-class reading quizzes.

Up until now, I’ve been assuming that the only thing that effects these 12 problems on the exam

are attempts of 12 similar problem sets. Relaxing this assumption might help explain why above

median GPA students are effected less by these experimental problems than below median GPA

students. In fact, high GPA students exert about 40 percent more total effort on online activities

outside the 12 problem sets from this experiment.

To examine how much outside knowledge may have figured into the effect of problems on

the exam see Figure 3. Here I show the effect of each problem for students above and below the

median GPA. One thing that is evident is that the group that gains more from these problems is not

and therefore is more missing than prior semesters’ GPA. Prior semesters’ GPA is less missing than perhaps at other
colleges, because this introductory course is mostly restricted to students after their freshman year and few students
matriculate to this college between the fall and spring semesters.
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uniformly those with less than median GPA. In fact, with confidence intervals most of the effects

would be overlapping.

We can look first at problem 12, where students that were not graded for the problem set got

the problem on the exam correct at no greater than random guessing. This implies that no prior

knowledge was available to solve this problem on the exam outside of the practice problem. Students

with higher than median and below median GPA gained about equally. Contrast these results with

problem 6. Most students got this problem correct regardless of whether it was graded or not. This

implies students that did not try this problem had much of the required knowledge anyway through

effort elsewhere. Here, below median GPA students gained more from the problem set. These

results are consistent with less effort exertion being the cause of the gaps between below median

and above median GPA students, rather than less productive effort.

6 Conclusion

The nudge intervention does appear to contain some limited information that students use to organize

their efforts outside class. Nevertheless, the effect pales in comparison to simply grading a problem

set. This is not surprising given the model outlined here, since grading enters students’ signal

function directly and induces a much larger expected increase in S than the knowledge that a

problem is likely to be on the exam. The two interventions together still produce some increase in

time input and therefore teachers who want to direct additional focus on a problem, may wish to

both grade and tell students the problem is likely to be on the exam.

I also highlight the importance of needing large changes in behavior in order to evaluate medium

run outcomes. Even in an outcome as proximate as exam questions directly related to practice

questions, I was barely able to detect significant effects on exams with close to 800 unique students

across 12 problems when the first-stage effects of the randomized intervention were large. It is no

wonder experiments such as Dobronyi et al. (2019) that try to detect effects on long run outcomes

with minimal input struggle with power issues. My nudge intervention of telling students problems
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would be on the exam produced only a small shift in behavior. Given the IV estimates obtained

using grading, these small shifts in behavior would yield reduced form effect sizes which would be

undetectable in most experiments.

For researchers hoping to find effects of nudges on long run outcomes with reasonable sample

sizes it requires payoffs from the information provided to be sufficiently large. Since nudges are low

cost, however, they need not create large behavioral changes in order to clear cost-benefit thresholds.

This experiment shows how an incentive-based intervention which targets the same behavior more

effectively, but at a possibly higher cost, can help us to ballpark the reduced form effects of the

nudge.

In addition, this research shows heterogeneous effects by student GPA. There are several possible

explanations to the results that high GPA students are more responsive to grading and nudging but

have no greater gains from attempting practice problems for the exam. It could be that high GPA

and low GPA students have the same efficiency in time investment in homework. In addition, high

GPA students, who have invested more time in all aspects of a course, could be on a flatter portion

of their diminishing marginal time input curve and thus gain less from any one additional activity.

Both these explanations are consistent with the problem specific GPA splits in Figure 3. More effort

exerted by low GPA students could help close gaps in learning. A possible remedy to alleviate the

gap in effort could be to require more graded work to students that fail test thresholds.

This work also shows that a commonly used tool in online classes, problems with instant

feedback, can have limited success in teaching certain problems to students. It is unclear whether

students learn concepts from problem sets when key assumptions are changed. I should caution that

my results are based on a careful reading of only 12 distinct problem sets. A larger sample with

many different types of problem sets could lead to additional insights.

Finally, I show how a crossover experimental design, using grading as the intervention, can be a

powerful tool to reveal the effects of online learning activities. Since my experiment uses an online

platform, the experiment could be easily reproduced at other institutions. Other researchers could

iterate the experiment, tweaking problem sets or using different ones altogether, building a database
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on effective problem sets for learning. A similar experimental setup could be used to test other

forms of online learning. For example, one popular tool is video assisted learning with breaks for

questions to illicit active attention and participation by students. This might more closely mimic the

interaction between students and teacher in the classroom and lead to more intuitive learning.
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Table 1: Example of identification on the effect of nudging and grading on attempting a
practice problem

Group A Group B Identified across
randomized
groups

Chapter 1
problem set 1

a=P(Attempt | graded
and nudged)

b=P(Attempt | rec. and
nudged)

a-b : Effect of
grading given a
nudge

Chapter 4
problem set 7

c=P(Attempt | graded
and not nudged)

d=P(Attempt | rec. and
not nudged)

c-d: Effect of
grading given no
nudge

Identified across
problem sets

a-c: Effect of a nudge
on graded problem

b-d: Effect of a nudge
on rec. problem

(a-b)-(c-d)=(a-c)-
(b-d)

Note: Nudge refers to telling a student a problem like those contained in their graded or recommended problem sets
is likely to be on the test. Rec. is an abbreviation for recommended. Problems that were recommended did not
count towards students grade.
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Table 2: Baseline characteristics of participants at the beginning and end of the semester

Beginning Sample Ending Sample

A B B-A N A B B-A N

Prior School Performance
GPA 3.10 3.17 0.07* 812 3.14 3.24 0.10* 721
SAT Verbal 550.06 549.20 -0.86 666 550.71 550.66 -0.05 599
SAT Math 611.39 610.6 -0.75 676 614.86 617.40 -2.5 604

Prior School Experience
Cumulative Credits 17.70 18.51 0.81 832 16.33 17.77 0.44 738
Underclass 0.85 0.83 0.02 832 0.85 0.86 0.01 738
Attends Part Time 0.04 0.03 -0.01 832 0.03 0.02 -0.01 738

Demographics
Age 20.53 20.75 0.22 484 20.28 20.50 -0.22 436
Female 0.36 0.31 -0.05 701 0.37 0.33 -0.04 614
Asian 0.53 0.50 -0.03 832 0.55 0.52 -0.03 738
Black,Hispanic, Other 0.29 0.29 0.00 832 0.28 0.28 -0.01 738
Native English Speaker 0.14 0.15 0.01 340 0.15 0.15 0.00 285

p-value, joint χ2 0.176 0.148

Significance levels of differences are indicated by ∗ < .1, ** < .05, *** < .01.
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Table 3: First stage effects of nudging, grading, and the interaction on attempts, total time spent given
attempting, and score given attempting

Attempt Total Time Score

(1) (2) (3) (4) (5) (6) (7) (8)

Graded 71.8∗∗∗ 71.2∗∗∗ 31.4∗∗∗ 30.6∗∗∗ 48.8∗∗∗ 49.3∗∗∗

(1.3) (1.2) (1.9) (1.5) (2.2) (1.8)
Nudged 3.0∗∗∗ 3.0∗∗∗ 3.5∗∗ -2.9

(0.8) (0.8) (1.8) (2.6)
Graded×Nudged -1.1 -1.1 -0.6 0.6

(1.0) (1.0) (2.0) (2.6)
Worth 1% 69.1∗∗∗ 68.6∗∗∗

(1.5) (1.4)
Worth 2% 73.7∗∗∗ 73.2∗∗∗

(1.4) (1.3)
Worth 3% 72.4∗∗∗ 71.9∗∗∗

(1.4) (1.3)

Untreated Mean 12.6 12.6 12.6 12.6 10.8 10.8 38.7 38.7
# of Obs 9,996 9,996 9,996 9,996 4,857 4,857 4,959 4,959
# of students 833 833 833 833 787 787 787 787

Note: Coefficients are estimated via OLS. Standard errors in parenthesis are clustered by student. All models

include student fixed effects. Problem set instead of chapter fixed effects are included in even numbered models.

Significance levels are indicated by ∗ < .1, ** < .05, *** < .01. The worth of a problem set denotes how much

students final grade the problems were worth on the homework. They are all measured relative to problem sets

which are recommended.
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Table 4: Reduced form and IV effects of grading and attempting problem sets, on
answering related exam questions correctly

Reduced Form IV

(1) All (2) Midterm (3) Final (4) All (5) Midterm (6) Final

Graded 2.6∗∗∗ 1.3 4.0∗∗∗

(1.0) (1.4) (1.5)

Attempted 3.4∗∗∗ 1.7 5.1∗∗∗

(1.2) (1.7) (1.8)

Ungraded Mean 52.8 60.4 44.9 52.8 60.4 44.9

# of Obs 9,072 4,644 4,428 9,072 4,644 4,428

# of Students 785 778 738 785 778 738

Note: Coefficients in reduced form are estimated via OLS. Coefficients in IV are estimated via 2SLS.

All models have student and problem set fixed effects. Standard errors in parenthesis are clustered

by student. Significance levels are indicated by ∗ < .1, ** < .05, *** < .01.

Table 5: First stage effects of nudging and grading on attempts by baseline characteristics

Race Math SAT Score Gender GPA

Asian White Other < Med > Med Miss Female Male < Med > Med

Graded 73.5∗∗∗ 75.2∗∗∗ 66.3∗∗∗ 71.1∗∗∗ 75.5∗∗∗ 65.0∗∗∗ 72.7∗∗∗ 70.6∗∗∗ 68.0∗∗∗ 75.7∗∗∗

(1.7) (2.7) (2.3) (1.9) (1.8) (3.1) (2.3) (1.6) (1.8) (1.6)

Nudged 3.5∗∗∗ 2.9 2.3 1.9∗ 4.1∗∗∗ 2.9 5.2∗∗∗ 1.5 0.4 5.7∗∗∗

(1.1) (1.8) (1.4) (1.1) (1.3) (2.1) (1.4) (1.0) (0.9) (1.3)

Graded×Nudged -1.8 -2.8 1.3 1.5 -3.1∗∗ -2.0 -3.2∗ 0.4 2.0 -4.6∗∗∗

(1.3) (2.3) (1.9) (1.5) (1.6) (2.5) (1.8) (1.3) (1.4) (1.5)

Untreated Mean 13.5 10.1 12.5 10.7 12.2 17.5 16.1 10.2 8.2 16.9

# of Obs 5,160 1,920 2,916 4,068 4,044 1,884 2,832 5,580 4,896 4,848

# of students 430 160 243 339 337 157 236 465 408 404

Note: Coefficients are estimated via OLS. All specifications are clustered by student. All models have student and chapter fixed effects.

Standard errors in parenthesis are clustered by student. Significance levels are indicated by ∗ < .1, ** < .05, *** < .01. Miss refers to

the SAT score being missing for that group, and Med refers to median.
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Table 6: IV effects of attempting problem sets on answering related exam questions correctly by baseline charac-
teristics

Race Math SAT Score Gender GPA

Asian White Other < Med > Med Miss Female Male < Med > Med

Attempted 2.9∗ 7.2∗∗∗ 1.5 5.2∗∗ 4.7∗∗∗ -4.2 5.2∗∗ 2.5 4.1∗∗ 2.9∗

(1.7) (2.8) (2.5) (2.0) (1.8) (3.2) (2.4) (1.6) (1.8) (1.7)

Untreated Mean 54.7 53.0 54.3 46.8 57.9 54.7 54.6 50.3 45.7 53.5

# of Obs 4,772 1,712 2,588 3,644 3,764 1,664 2,636 4,940 4,228 4,628

# of students 410 149 226 315 325 145 226 432 373 393

Note: Coefficients are estimated via 2SLS. All specifications are clustered by student. All models have student and problem set

fixed effects. Standard errors in parenthesis are clustered by student. Significance levels are indicated by ∗ < .1, ** < .05,

*** < .01. Miss refers to the SAT score being missing for that group, and Med refers to median.
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Figure 1: Experimental Flowchart
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Figure 2: Problem Specific Effects and confidence intervals by Mean on Exam
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Appendix A Waiver of consent

During the IRB process, I sought for and received a waiver of consent. These are the conditions

any study needs to meet in order to obtain this waiver. It must involve no more than minimal risk

to subjects. The research could not be carried out practicably without the waiver. The waiver or

alteration will not adversely affect the rights and welfare of the subjects. Finally, the subjects will

be provided with additional information about their participation if the research involves deceptive

practices.

This research involved no more than minimal risk to subjects since they would have been

required to complete the same amount of work for a grade and received the same number of

recommended problems if the research was not conducted. Care was taken to ensure that students

received the same level of difficulty in problems on average.17. In addition the treatment effects

of assignment to A or B on answering the set of 12 questions correctly was very close to zero and

insignificant.

It could not be carried out practicably without the waiver because informing subjects about their

participation in the study would have put the stable unit treatment value assumption at greater risk

of being violated. The reason is that subjects might have become aware of their assignment by

talking to one another, and so have been more likely to complete problems that were graded for the

opposite group.

The rights and welfare of subjects were not impeded because both groups received the same

treatment on different problems with similar levels of difficulty. Their selection into either group

was therefore equitable since both groups selection was equitable. My assessments of risk at the

midterm and final revealed no differential impacts on group A and group B on their test scores, nor at

the end of the semester on their final grades. In Table A1 you can see all assessed outcome variables

and that they are not significant by assignment group. Further, the privacy and confidentiality of

subjects was maintained by creating a test score key which we could link to their online work output

17Indeed the ungraded exam means for sets of problems by groups were not significantly or practicably different
from one another, with 53.2% correct corresponding problems for group A and 52.2% correct corresponding problems
for group B
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Table A1: Effect of assignment to group B on attempting, time on first attempt, total time
spent, score given attempting, and correct answer on exam

Attempt # of Attempts Time on 1st Total Time Score Correct on Exam

Group B 1.6 -0.1 -0.8 -1.6 2.2 1.0
(1.4) (0.1) (1.4) (1.6) (2.4) (1.3)

Untreated Mean 12.6 1.4 8.7 10.8 38.7 60.6
# of Obs 9,996 4,664 4,857 4,857 4,959 9,846
# of Students 833 833 787 787 787 785

Note: Coefficients are estimated via OLS. Standard errors in parenthesis are clustered by student. All models have student

fixed effects. Significance levels are indicated by ∗ < .1, ** < .05, *** < .01.

and characteristics using a secure encrypted folder on a computer not connected to the internet and

than discard identifiable information for further analysis.

Finally, the research was in no way deceptive because their syllabus contained the following

statement in italics. "Please note that in some post-lecture quizzes we give different questions of

equal difficulty to different students. We vary the questions so that students see a range of problems."

This informed the students that they would receive different questions without revealing that they

were involved in an experiment. I therefore am under no obligation to give further information to

the students involved in the experiment.

Appendix B Treatments by group and problem set

Table A2 shows the intended treatment. There were two exceptions to this plan. For experimental

chapter 5, there was a snow day and the professor changed their schedule without informing the

course administrator before doing so. The scheduled problem set for this chapter occurred earlier

then was intended and no nudge was sent for this chapter as a result.

Second due to a simple coding error on my part, another class had its nudges flipped in the

last two chapters of the semester, with group A getting nudged for their recommended problem

and group B getting nudged for their graded problem. In chapter 6, group A was nudged for their
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Table A2: Interventions by problem set and group

Chapter/Problem Set Group A Treatment Group B Treatment

Chapter 1 Problem Set 1 Graded(1%)/Nudged Recommended/Nudged
Chapter 1 Problem Set 2 Recommended/Not Nudged Graded(1%)/Not Nudged
Chapter 2 Problem Set 3 Graded(2%)/Not Nudged Recommended/Not Nudged
Chapter 2 Problem Set 4 Recommended/ Nudged Graded(2%)/Nudged
Chapter 3 Problem Set 5 Graded(3%)/Nudged Recommended/Nudged
Chapter 3 Problem Set 6 Recommended/Not Nudged Graded(3%)/Not Nudged
Chapter 4 Problem Set 7 Graded(1%)/Not Nudged Recommended/Not Nudged
Chapter 4 Problem Set 8 Recommended/ Nudged Graded(1%)/Nudged
Chapter 5 Problem Set 9 Graded(2%)/Nudged Recommended/Nudged
Chapter 5 Problem Set 10 Recommended/Not Nudged Graded(2%)/Not Nudged
Chapter 6 Problem Set 11 Graded(3%)/Not Nudged Recommended/Not Nudged
Chapter 6 Problem Set 12 Recommended/ Nudged Graded(3%)/Nudged
Note: Nudged refers to telling a student a problem like their graded or recommended problem set is likely to be on
the test. The 1%, 2%, and 3% indicate the percent towards final grade a graded problem is worth.

recommended problem set and group B was nudged for their graded problem set. It should be

noted however, that neither of these mishaps led to any detectable harm, as the effort response

from nudges was small, and the difference between graded and recommended problem nudges even

smaller. Re-running the results without these classes included does not alter the results in any table

or figure in any substantial way.
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Appendix C Test questions related to experiment

Figure: Kilowatt Hours 

 

1. Pictured in the figure above are the supply and demand curves for in home 
energy. Due to activist worries, the government decides to ban nuclear power as 
a means of energy production, causing the supply curve to shift along an inelastic 
demand curve. Which way does the supply curve shift? What effect does this 
change have on total energy expenditure? 

a. Right, increases 
b. Right, decreases 
c. Left, increases 
d. Left, decreases 

2.  The quantity of grape juice sold rose while the price remained the same. Which 
of the following are plausible explanations? 

a. Supply increased, and the demand was unit elastic 
b. Supply increased, and demand was perfectly inelastic 
c. Supply increased, and demand decreased 
d. Supply increased and demand was perfectly elastic 
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3.  Assume the following demand, 𝑄 = 240 − 4𝑃 and supply equation, 𝑄 = 4𝑃.  
Suppose the government taxes consumers T dollars such that the new demand 
equation is 𝑄 = 240 − 4(𝑃 + 𝑇).  What are the new equilibrium price and 
quantities? 

a. P= 30-T and  Q = 120-2T 
b. P= 30-1/2T  and Q = 120-2T 
c. P= 120+T  and    Q= 30 +T 
d. P= 120-T and Q = 30-T 

Figure: Fine Wine & Yankees Tickets 

Price of Fine Wine     Price of Yankees Tickets 

Quantity of Fine Wine    Quantity of Yankees Tickets 

 

4.  Refer to the figure above.  Suppose the government imposes a $30 tax on both 
fine wine and Yankees tickets. Tax revenue (TR) will be ______ and dead weight 
loss (DWL) _______. 

a. lower, lower in the market for fine wine 
b. higher, higher in the market for fine wine 
c. higher, lower in the market for Yankee tickets 
d. lower, higher in the market for Yankee tickets 
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Figure:  Avocados 

Price ($) 
 

 
Quantity 
(bushels) 

5.  The figure above shows the domestic supply and demand for avocados in the 
US. Suppose that the world price for avocados is $30 a bushel. The Trump 
administration wants to impose an import tariff of $10 per bushel. As a result of 
the tariff, the change in consumer surplus (CS) and producer surplus (PS) are… 

a. CS falls by $200;  PS rises by $200 
b. CS falls by $325;  PS rises by $175 
c. CS falls by $100;  PS also falls by $100 
d. CS falls by $250;  PS rises by $400 
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Figure: Smartphones 

 

6.  The figure above shows the supply and demand curves for smartphones 
produced and consumed in the US, as well as the world price for smartphones. A 
labor strike at a foreign production facility slows the production of smartphones 
overseas.  What happens to the world price for smartphones? Who will be made 
better off? 

a. Rise; US producers of smartphones 
b. Rise; US consumers of smartphones 
c. Fall;  Foreign Producers 
d. Fall;  US consumers of smartphones   
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Figure 2 
 

 
7. Refer to figure 2. In the year 2035 TechX discovers a way to mine rare earth 

metals from asteroids in close proximity to earth at virtually no cost. These 
rare earth metals are used in manufacturing solar panels. TechX is the only 
company with rockets this advanced and no company will be able to 
duplicate this for a long time. The following graph shows the marginal cost 
curve (MC1) and Average Total Cost Curve (ATC1) for everyone else in the 
short run and the marginal cost curve (MC2) and Average Total Cost Curve 
(ATC2) for TechX to produce Solar Panels. What happens to profits/losses 
for solar panel sale in the short run and the long run? 

a. TechX takes Economic Losses; TechX makes Economic Profit 
b. TechX makes Economic Profit; TechX takes Economic Losses 
c. TechX makes Economic Profit; TechX makes zero profit 
d. TechX makes zero profit; TechX makes Economic Profit 
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8. Suppose that each firm in a competitive industry has the following cost 
curves: 
Total cost:    TC = 32 + ½ Q2;  where Q is the individual firm’s quantity 
produced. MC=Q.  Assume the market price is $14 per unit. If the market 
price falls, how much will each firm produce in the long run? 

a. 32 
b. 8 
c. 11 
d. 64 

Scenario 1 

A company is considering building a bridge across a river. The company would have 
monopoly control over the revenue and profit. The bridge would cost $1 million to 
build and nothing to maintain. The following table shows the company’s anticipated 
demand over the lifetime of the bridge: 

Price Quantity 
(Dollars per crossing) (Thousands of crossings) 
8 0 
7 50 
6 100 
5 150 
4 200 
3 250 
2 300 
1 350 
0 400 

 

9. Refer to Scenario 1. If the company declined to build the bridge, should the 
government build it? 

a. Yes because the efficient number of crossings is 200 
b. No, because like the company, it would lose money 
c. Yes, because total surplus to society exceeds the costs 
d. No, because even where price equals marginal cost, the government 

would lose money 
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Scenario 2: Consider a monopolist with the following cost and demand curve.  
Concerned about high prices the government breaks up the monopolist and 
makes the industry competitive. 

Demand: P=19−Q 

Total Cost: TC=1+Q+0.5Q2 

Marginal Cost: MC=1+Q 

 
10. Refer to Scenario 2: What is the deadweight loss associated with the 

monopolist? 
a. $36 
b. $45 
c. $9 
d. $27 

Scenario 6: Pete’s is a small coffee company that is considering 
entering a market dominated by Starbucks. Each company’s 
profit depends on whether Pete’s enters and whether Starbucks 
sets a high price or a low price: 

 
Starbucks 

High Price Low Price 

Pete’s 

Enter $0.5 million, $3 million $2 million, $2 million 

Don’t 
Enter 

$1 million, $4 million $0, $2.5 million 

11. Refer to Scenario 6: Which of the following best describes the likely 
equilibrium if any. 

a. Starbucks charges a low price and Pete’s enters the market 
b. A dominant strategy that results in a Nash equilibrium is for 

Starbucks to charge a high price and for Pete’s to enter the market 
c. The Nash equilibrium is for Pete’s not to enter and for Starbucks to 

charge a high price  
d. There is no Nash equilibrium 
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Scenario 7: Consider a town in which only two companies, Agua and Eau, own wells 
that produce bottled water. Agua and Eau can pump and sell as much water as they 
want at no cost. For them, total revenue equals profit. The following table shows 
the town's demand schedule for water. 

Price Quantity Demanded Total Revenue 
(Dollars per gallon) (Gallons of water) (Dollars) 

10 0 0 

9 30 $270.00  

8 60 $480.00  

7 90 $630.00  

6 120 $720.00  

5 150 $750.00  

4 180 $720.00  

3 210 $630.00  

2 240 $480.00  

1 370 $370.00  
12. Refer to Scenario 7:  Agua and Eau have colluded for years to maximize 

profits.  Agua’s new ownership decides to break that arrangement and 
produce more bottled water.  How low will the price fall as the two firms 
compete on output? 

a. $1 
b. $2 
c. $3 
d. $4 

44



Table A3: Differences between online practice problems and test questions

Chapter/Problem Set Change Effect Size

Chapter 1 Problem Set 1 Switched inelastic supply curve with elastic sup-
ply curve

-0.06

Chapter 1 Problem Set 2 Made quantity rise instead of stay same and price
stay same instead of falling

0.07

Chapter 2 Problem Set 3 Same Setup 0.04
Chapter 2 Problem Set 4 Same Setup 0.01
Chapter 3 Problem Set 5 Asked to compute exact change of consumer

surplus and producer surplus
0.03

Chapter 3 Problem Set 6 Adverse rather than positive supply shifting
event

0.01

Chapter 4 Problem Set 7 Same setup 0.05
Chapter 4 Problem Set 8 Skips lead up steps -0.03
Chapter 5 Problem Set 9 Same Setup 0.10
Chapter 5 Problem Set 10 Asks about deadweight loss 0.01
Chapter 6 Problem Set 11 Same Setup 0.02
Chapter 6 Problem Set 12 Asks for price instead of optimal output 0.16

Appendix D Heterogeneous effects for alternative measures of

effort

In this section you can see how grading, and nudging effected the alternative measures of effort

given attempting by student baseline characteristics as shown in Table 3, columns 3-10. As a note of

caution, especially for the nudging variables, the effects might be contaminated by problem specific

difficulty as I did not balance across nudged and not nudged problems on difficulty.
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Table A4: First stage effects of nudging and grading on total time on all attempts given attempting by baseline
characteristics

Race Math SAT Score Gender GPA

Asian White Other < Med > Med Miss Female Male < Med > Med

Graded 30.8∗∗∗ 27.7∗∗∗ 34.5∗∗∗ 32.3∗∗∗ 26.4∗∗∗ 39.0∗∗∗ 34.2∗∗∗ 28.2∗∗∗ 30.3∗∗∗ 31.3∗∗∗

(2.1) (2.6) (4.1) (3.6) (1.9) (3.6) (2.7) (2.8) (2.9) (2.2)

Nudged 5.0∗∗ 2.4 0.7 -0.1 1.1 12.0∗∗∗ 6.7∗∗∗ -1.3 -0.9 5.1∗∗

(2.2) (3.0) (3.4) (3.0) (2.3) (3.0) (2.6) (2.6) (2.7) (2.1)

Graded×Nudged -1.7 2.3 0.3 2.9 3.8 -13.5∗∗∗ -2.7 3.5 1.7 -0.7

(2.4) (3.4) (3.9) (3.4) (2.6) (3.5) (3.0) (2.9) (2.9) (2.4)

Untreated Mean 9.7 13.2 11.7 12.0 10.7 9.4 10.2 11.1 8.7 11.9

# of Obs 2,612 911 1,334 1,883 2,035 939 1,512 2,524 2,051 2,687

# of students 410 151 226 322 322 143 229 430 370 398

Note: Coefficients are estimated via OLS. All specifications are clustered by student. All models have student level fixed effects. Standard

errors in parenthesis are clustered by student. Significance levels are indicated by ∗ < .1, ** < .05, *** < .01. Miss refers to the SAT score

being missing for that group, and Med refers to median.
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Table A5: First stage effects of nudging and grading on score given attempting by baseline characteristics

Race Math SAT Score Gender GPA

Asian White Other < Med > Med Miss Female Male < Med > Med

Graded 48.2∗∗∗ 53.1∗∗∗ 47.8∗∗∗ 52.2∗∗∗ 47.6∗∗∗ 45.4∗∗∗ 41.6∗∗∗ 53.8∗∗∗ 53.9∗∗∗ 46.8∗∗∗

(2.8) (5.3) (3.8) (3.4) (3.6) (3.5) (3.5) (2.8) (3.3) (2.6)

Nudged -4.4 8.9∗ -6.2 -3.7 -7.1∗ 5.1 -9.4∗∗ 0.0 -3.9 -3.1

(3.2) (5.3) (4.3) (3.8) (3.8) (4.5) (3.9) (3.6) (3.6) (3.0)

Graded×Nudged 2.4 -11.0∗∗ 3.4 0.3 5.8 -7.1 7.2∗ -2.0 0.9 1.2

(3.2) (5.4) (4.4) (3.9) (3.8) (4.7) (3.9) (3.7) (3.8) (3.0)

Untreated Mean 39.9 37.7 36.9 32.3 43.8 39.3 47.1 30.8 28.2 43.3

# of Obs 2,658 931 1,370 1,933 2,067 959 1,535 2,584 2,093 2,744

# of students 410 151 226 322 322 143 229 430 370 398

Note: Coefficients are estimated via OLS. All specifications are clustered by student. All models have student level fixed effects. Standard

errors in parenthesis are clustered by student. Significance levels are indicated by ∗ < .1, ** < .05, *** < .01. Miss refers to the SAT score

being missing for that group, and Med refers to median.
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